STAT 530, HW 1 Example solutions, Fall 2024
Problem 1:

> my.S1 <- matrix(c(2,-3,2,-3,6,4,2,4,3), byrow=T, nrow=3, ncol=3)

> 

> # Part (a):

> # The data matrix has 3 columns (q=3)

> # It is unclear how many rows the data matrix has.

> 

> # Part (b):

> my.S1.inv <- solve(my.S1)

> my.S1.inv

            [,1]        [,2]        [,3]

[1,] -0.02105263 -0.17894737  0.25263158

[2,] -0.17894737 -0.02105263  0.14736842

[3,]  0.25263158  0.14736842 -0.03157895

> 
> # Part (c):

> 

> # Easiest to use:

> cov2cor(my.S1)

           [,1]       [,2]      [,3]

[1,]  1.0000000 -0.8660254 0.8164966

[2,] -0.8660254  1.0000000 0.9428090

[3,]  0.8164966  0.9428090 1.0000000
Problem 2:

> my.S2 <- matrix(c(16,-2,4,-2,9,-1,4,-1,25), byrow=T, nrow=3, ncol=3)

> 

> # Part (a):

> 

> my.D.minus1.2 <- diag(c(1/4, 1/3, 1/5))

> 

> my.D.minus1.2

     [,1]      [,2] [,3]

[1,] 0.25 0.0000000  0.0

[2,] 0.00 0.3333333  0.0

[3,] 0.00 0.0000000  0.2

> 

> # Part (b):
> my.R <- my.D.minus1.2 %*% my.S2 %*% my.D.minus1.2
> my.R

           [,1]        [,2]        [,3]

[1,]  1.0000000 -0.16666667  0.20000000

[2,] -0.1666667  1.00000000 -0.06666667

[3,]  0.2000000 -0.06666667  1.00000000

> # Or can use:

> 

> cov2cor(my.S2)

           [,1]        [,2]        [,3]

[1,]  1.0000000 -0.16666667  0.20000000

[2,] -0.1666667  1.00000000 -0.06666667

[3,]  0.2000000 -0.06666667  1.00000000

>

Problem 3:

> airpol.full <- read.table("http://www.stat.sc.edu/~hitchcock/airpoll.txt", header=T)

> city.names <- as.character(airpol.full[1:16,1])

> airpol.data.sub <- airpol.full[1:16,2:8]

> 

> # Part (a)

> 

> round(cov(airpol.data.sub),2)

          Rainfall Education     Popden Nonwhite      NOX      SO2 Mortality

Rainfall     39.72     -2.46   -2766.77    34.61    -8.30   -84.69    101.49

Education    -2.46      0.61    -224.44    -2.25    -1.14   -16.09    -24.96

Popden    -2766.77   -224.44 2229957.93 -1665.31 14294.73 71437.88  47577.01

Nonwhite     34.61     -2.25   -1665.31   102.69    51.96   198.87    294.06

NOX          -8.30     -1.14   14294.73    51.96   268.60  1169.95    513.19

SO2         -84.69    -16.09   71437.88   198.87  1169.95  5981.26   2502.85

Mortality   101.49    -24.96   47577.01   294.06   513.19  2502.85   3030.05

> round(cor(airpol.data.sub),2)

          Rainfall Education Popden Nonwhite   NOX   SO2 Mortality

Rainfall      1.00     -0.50  -0.29     0.54 -0.08 -0.17      0.29

Education    -0.50      1.00  -0.19    -0.28 -0.09 -0.27     -0.58

Popden       -0.29     -0.19   1.00    -0.11  0.58  0.62      0.58

Nonwhite      0.54     -0.28  -0.11     1.00  0.31  0.25      0.53

NOX          -0.08     -0.09   0.58     0.31  1.00  0.92      0.57

SO2          -0.17     -0.27   0.62     0.25  0.92  1.00      0.59

Mortality     0.29     -0.58   0.58     0.53  0.57  0.59      1.00
We see that two variables that are strongly positively associated are NOX and SO2 (the two pollution variables):  Cities with high values of NOX tend to have high values of SO2 (r = 0.92).  Also moderately strongly positively associated are population density and SO2 (r = 0.62) – cities with high population density tend to have high SO2.  Education and Mortality rates are negatively associated (r = -0.58); cities with lower education rates tend to have higher mortality rates.  NOX appears to be very weakly associated with rainfall (r = -0.08) and with education (-0.09); neither of these two variables seem to be related to NOX pollution.
> # Part (b)

> 

> dist2full<-function(ds){

+   n<-attr(ds,"Size")

+   full<-matrix(0,n,n)

+   full[lower.tri(full)]<-ds

+   full+t(full)

+ }

> 

> 

> 

> # Getting distance matrix (Euclidean distances) between SCALED observations

> 

> std <- sapply(airpol.data.sub,sd) # finding standard deviations of variables

> 

> airpol.sub.std <- sweep(airpol.data.sub,2,std,FUN="/")  # dividing each variable by its standard deviation

> 

> dis <- dist(airpol.sub.std)

> 

> dis.matrix<-dist2full(dis)

> round(dis.matrix,digits=2)

      [,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13] [,14] [,15] [,16]

 [1,] 0.00 1.76 2.80 2.84 5.14 4.81 2.09 2.21 2.92  1.34  4.15  5.00  2.40  1.42  1.41  2.16

 [2,] 1.76 0.00 2.22 3.13 4.53 4.88 2.62 2.90 1.74  1.67  3.97  4.85  2.38  1.59  1.71  3.57

 [3,] 2.80 2.22 0.00 3.23 4.51 4.56 3.42 2.18 2.45  2.03  2.98  5.69  2.40  2.92  3.16  4.21

 [4,] 2.84 3.13 3.23 0.00 4.53 2.61 3.42 2.82 3.57  3.08  2.29  5.73  2.94  2.46  2.50  3.52

 [5,] 5.14 4.53 4.51 4.53 0.00 3.62 5.05 5.87 3.74  5.11  4.40  3.14  3.00  4.27  5.13  6.96

 [6,] 4.81 4.88 4.56 2.61 3.62 0.00 4.91 4.75 4.81  5.02  2.49  5.46  3.62  4.02  4.69  5.77

 [7,] 2.09 2.62 3.42 3.42 5.05 4.91 0.00 3.25 3.21  2.72  4.77  4.63  2.98  2.64  2.12  3.71

 [8,] 2.21 2.90 2.18 2.82 5.87 4.75 3.25 0.00 3.86  2.03  3.23  6.54  3.17  2.88  2.87  2.55

 [9,] 2.92 1.74 2.45 3.57 3.74 4.81 3.21 3.86 0.00  2.32  4.25  4.56  2.57  2.68  2.57  4.73

[10,] 1.34 1.67 2.03 3.08 5.11 5.02 2.72 2.03 2.32  0.00  4.01  5.46  2.51  2.09  1.87  2.68

[11,] 4.15 3.97 2.98 2.29 4.40 2.49 4.77 3.23 4.25  4.01  0.00  6.37  3.29  3.60  4.24  4.95

[12,] 5.00 4.85 5.69 5.73 3.14 5.46 4.63 6.54 4.56  5.46  6.37  0.00  3.60  4.38  5.25  6.88

[13,] 2.40 2.38 2.40 2.94 3.00 3.62 2.98 3.17 2.57  2.51  3.29  3.60  0.00  1.94  2.99  4.23

[14,] 1.42 1.59 2.92 2.46 4.27 4.02 2.64 2.88 2.68  2.09  3.60  4.38  1.94  0.00  1.74  3.05

[15,] 1.41 1.71 3.16 2.50 5.13 4.69 2.12 2.87 2.57  1.87  4.24  5.25  2.99  1.74  0.00  2.68

[16,] 2.16 3.57 4.21 3.52 6.96 5.77 3.71 2.55 4.73  2.68  4.95  6.88  4.23  3.05  2.68  0.00

> pick.smallest.largest(dis.matrix,4)

[1] "smallest 4 distances are: "

[1] 1.335913 1.407742 1.422266 1.589927

[1] "these smallest distances correspond to the pairs of objects given in the rows below:"

     [,1] [,2]

[1,]    1   10

[2,]    1   15

[3,]    1   14

[4,]    2   14

[1] "largest 4 distances are: "

[1] 6.956464 6.883273 6.539919 6.366446

[1] "these largest distances correspond to the pairs of objects given in the rows below:"

     [,1] [,2]

[1,]    5   16

[2,]   12   16

[3,]    8   12

[4,]   11   12

city.names

 [1] "akronOH"  "albanyNY" "allenPA"  "atlantGA" "baltimMD" "birmhmAL" "bostonMA" "bridgeCT" "bufaloNY" "cantonOH"

[11] "chatagTN" "chicagIL" "cinnciOH" "clevelOH" "colombOH" "dallasTX"

We can see that Akron, Ohio, is very similar to Canton, to Columbus, and to Cleveland, which makes sense since these are all nearby cities in Ohio.  Albany and Cleveland are similar as well. 
Some of the most different pairs of cities include Baltimore and Dallas (Dallas has much lower population density, nonwhite percentage, NOX, and SO2) and Chicago and Dallas (for similar reasons).  To a lesser degree, Bridgeport and Chicago are quite different as well (due to Bridgeport’s lower nonwhite percentage, NOX, and SO2).  And Chattanooga and Chicago are different (Chattanooga has much more precipitation, while Chicago has higher population density and NOX and SO2).
# part (c):

## First copy chisplot function from course web page
# Use the chisplot function:

chisplot(as.matrix(airpol.data.sub))

[image: image1.emf]2 4 6 8 10 12 14

2

4

6

8

10

Chi-square quantile

Ordered distances


Based on the chi-square plot, the assumption of multivariate normality would be close to correct.  There is only a slight bend to the chi-square plot.

################# Graduate Student Problem:

#  Answers will vary -- there is no one right transformation to use.

# Your answer should include evidence of your exploration.

I did some individual normal Q-Q plots and found that the 1st, 3rd, 5th, and 6th variables seemed most like they could use some transformation.  Box-Cox transforms were investigated on these four variables.  Maybe the transformation helped a little, as the chi-square plot (see below) on the transformed data seems a little straighter:

# Trying some box-cox transformations on these:

boxcox(lm(airpol.data.sub[,1]~1),lambda=seq(-10,10,1/5))

# lambda_1 around -2.5 ?

boxcox(lm(airpol.data.sub[,3]~1),lambda=seq(-10,10,1/5))

# lambda_3 around 0.5 ?

boxcox(lm(airpol.data.sub[,5]~1),lambda=seq(-10,10,1/5))

# lambda_5 around 0.1 ?

boxcox(lm(airpol.data.sub[,6]~1),lambda=seq(-10,10,1/5))

# lambda_6 around 0.1 ?

> airpol.trans <- cbind( ((airpol.data.sub[,1])^(-2.5) - 1)/(-2.5), 

+ airpol.data.sub[,2], 

+ ((airpol.data.sub[,3])^0.5 - 1)/0.5,

+ airpol.data.sub[,4],

+ ((airpol.data.sub[,5])^0.1 - 1)/0.1,

+ ((airpol.data.sub[,6])^0.1 - 1)/0.1,

+ airpol.data.sub[,7]

+  )

> chisplot(as.matrix(airpol.trans))
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