> # Data for the ANCOVA example (the Trigonometry scores) 

> # that we studied in class                             

> 

> # Entering the data and defining the variables:  

>   

> 

> ##########

> ##

> # Reading the data into R:

> 

> my.datafile <- tempfile()

> cat(file=my.datafile, "    

+  1 1 3 10 122 

+  2 2 24 34 129 

…
+  56 1 11 17 93

+ ", sep=" ")

> 

> options(scipen=999) # suppressing scientific notation

> 

> trig <- read.table(my.datafile, header=FALSE, col.names=c("OBS", "CLASSTYPE", "PRE", "POST", "IQ")) 

>   

> # Note we could also save the data columns into a file and use a command such as:

> # trig <- read.table(file = "z:/stat_516/filename.txt", header=FALSE, col.names = c("OBS", "CLASSTYPE", "PRE", "POST", "IQ"))

> 

> attach(trig)

> 

> # The data frame called trig is now created, 

> # with five variables, "OBS", "CLASSTYPE", "PRE", "POST", "IQ".

> ##

> #########

> ####################################################################

> 

> 

> # A scatter plot of the data, plotted separately by class type:

> 

> # Setting up the axes and labels:

> # (For these data, the X-values are all within 0 and 25, and the Y-values are all within 0 and 35.)

> 

> plot(c(0,25), c(0,35), type='n', ylab='Post-class Score', xlab='Pre-class score')

> 

> # Making the plots for each treatment:

> 

> lines(PRE[CLASSTYPE==1], POST[CLASSTYPE==1], type='p', col='blue', pch = 1, cex=1.2)

> lines(PRE[CLASSTYPE==2], POST[CLASSTYPE==2], type='p', col='red', pch = 20, cex=1.2)

> lines(PRE[CLASSTYPE==3], POST[CLASSTYPE==3], type='p', col='green', pch = 8, cex=1.2)

> 

> legend('topleft', c('CLASSTYPE 1','CLASSTYPE 2','CLASSTYPE 3'), pch=c(1,20,8), col=c('blue','red','green'), cex=1)

> 

> ##############################################################################

> ##############################################################################
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> # We use the lm() function to do the ANCOVA analysis.  The response is POST and the factor is  

> # CLASSTYPE.  The covariate here is PRE. 

> 

> # Making "CLASSTYPE" a factor:

> 

> CLASSTYPE <- factor(CLASSTYPE)  

> 

> # The summary() function gives us least squares estimates of   

> # mu_dot, tau_1, tau_2, tau_3, and (most importantly in this case) gamma.                                                                                   

> 

> trig.fit <- lm(POST ~ CLASSTYPE + PRE)

> summary(trig.fit)

Call:

lm(formula = POST ~ CLASSTYPE + PRE)

Residuals:

     Min       1Q   Median       3Q      Max 

-10.7849  -3.5486  -0.2473   2.1001  17.0378 

Coefficients:

            Estimate Std. Error t value    Pr(>|t|)    

(Intercept)  10.3722     1.8103   5.730 0.000000513 ***

CLASSTYPE2   -0.9565     1.5823  -0.605      0.5481    

CLASSTYPE3    4.0585     1.6321   2.487      0.0161 *  

PRE           0.7732     0.1705   4.536 0.000034128 ***

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Residual standard error: 4.897 on 52 degrees of freedom

Multiple R-Squared: 0.3281,     Adjusted R-squared: 0.2894 

F-statistic: 8.465 on 3 and 52 DF,  p-value: 0.0001120 

> 

> # Note that R sets the FIRST tau-hat equal to zero whereas SAS sets the LAST tau-hat equal to zero.

> # Either way is fine since the least-squares estimates are not unique.

> 

> anova(trig.fit)

Analysis of Variance Table

Response: POST

          Df  Sum Sq Mean Sq F value     Pr(>F)    

CLASSTYPE  2  115.64   57.82  2.4109     0.0997 .  

PRE        1  493.39  493.39 20.5729 0.00003413 ***

Residuals 52 1247.09   23.98                       

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> # The test for treatment effects can be done with a reduced vs. full approach:

> 

> trig.fit.reduced <- lm(POST ~ PRE)

> anova(trig.fit.reduced, trig.fit)

Analysis of Variance Table

Model 1: POST ~ PRE

Model 2: POST ~ CLASSTYPE + PRE

  Res.Df     RSS Df Sum of Sq      F  Pr(>F)  

1     54 1475.80                              

2     52 1247.09  2    228.71 4.7682 0.01255 *

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> # The Overall F-test can also be done with a reduced vs. full approach:

> 

> trig.fit.really.reduced <- lm(POST ~ 1)

> anova(trig.fit.really.reduced, trig.fit)

Analysis of Variance Table

Model 1: POST ~ 1

Model 2: POST ~ CLASSTYPE + PRE

  Res.Df     RSS Df Sum of Sq      F    Pr(>F)    

1     55 1856.12                                  

2     52 1247.09  3    609.03 8.4649 0.0001120 ***

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> # Results:  What does the Overall F-test (F=8.46) tell you?              

> # What do the (equivalent) tests for the effect of                       

> # pre-class score (F=20.57 or t=4.54) tell you?                          

> # What does the test for the effect of type of class (F=4.77) tell you?  

> # How do we interpret the estimate (0.773) of beta_1 for our model?      

> 

> #####################################################################################* 

> 

> # We can include multiple covariates by simply adding covariate terms  

> # into the lm() statement.  Here IQ is another covariate:             

> 

> trig.fit2 <- lm(POST ~ CLASSTYPE + PRE + IQ)

> summary(trig.fit2)

Call:

lm(formula = POST ~ CLASSTYPE + PRE + IQ)

Residuals:

      Min        1Q    Median        3Q       Max 

-11.55448  -3.44045  -0.03712   2.91428  13.34325 

Coefficients:

            Estimate Std. Error t value  Pr(>|t|)    

(Intercept) -14.8759     8.8927  -1.673   0.10048    

CLASSTYPE2   -1.4026     1.4889  -0.942   0.35063    

CLASSTYPE3    4.9870     1.5609   3.195   0.00240 ** 

PRE           0.7802     0.1596   4.889 0.0000105 ***

IQ            0.2129     0.0736   2.892   0.00561 ** 

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Residual standard error: 4.583 on 51 degrees of freedom

Multiple R-Squared: 0.4228,     Adjusted R-squared: 0.3775 

F-statistic: 9.339 on 4 and 51 DF,  p-value: 0.000009665 

> 

> anova(trig.fit2)

Analysis of Variance Table

Response: POST

          Df  Sum Sq Mean Sq F value     Pr(>F)    

CLASSTYPE  2  115.64   57.82  2.7523   0.073264 .  

PRE        1  493.39  493.39 23.4867 0.00001217 ***

IQ         1  175.72  175.72  8.3648   0.005611 ** 

Residuals 51 1071.37   21.01                       

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> #####################################################################################* 

> 

> # We can test for unequal slopes by including an interaction term in the lm() statement. 

> 

> 

> trig.fit3 <- lm(POST ~ CLASSTYPE + PRE + CLASSTYPE:PRE)

> summary(trig.fit3)

Call:

lm(formula = POST ~ CLASSTYPE + PRE + CLASSTYPE:PRE)

Residuals:

     Min       1Q   Median       3Q      Max 

-10.4369  -3.4436  -0.4216   2.1491  16.1425 

Coefficients:

               Estimate Std. Error t value Pr(>|t|)   

(Intercept)      8.4741     3.0952   2.738  0.00854 **

CLASSTYPE2       2.0495     4.0574   0.505  0.61568   

CLASSTYPE3       5.7670     4.7106   1.224  0.22659   

PRE              0.9947     0.3383   2.940  0.00495 **

CLASSTYPE2:PRE  -0.3278     0.4073  -0.805  0.42477   

CLASSTYPE3:PRE  -0.1968     0.5493  -0.358  0.72169   

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Residual standard error: 4.962 on 50 degrees of freedom

Multiple R-Squared: 0.3368,     Adjusted R-squared: 0.2704 

F-statistic: 5.078 on 5 and 50 DF,  p-value: 0.0007692 

> 

> anova(trig.fit3)

Analysis of Variance Table

Response: POST

              Df  Sum Sq Mean Sq F value     Pr(>F)    

CLASSTYPE      2  115.64   57.82  2.3484     0.1060    

PRE            1  493.39  493.39 20.0394 0.00004404 ***

CLASSTYPE:PRE  2   16.04    8.02  0.3257     0.7235    

Residuals     50 1231.05   24.62                       

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> # The interaction term is NOT significant here (F=0.33), so we fail to reject H_0.  

> # We conclude the equal-slopes model is reasonable.  There is NOT evidence that     

> # the slopes are unequal.    

