> # This example shows the analysis for the RBD with sampling  

> # using the rubber data example we looked at in class  

> 

> # Entering the data and defining the variables:  

>   

> 

> ##########

> ##

> # Reading the data into R:

> 

> my.datafile <- tempfile()

> cat(file=my.datafile, "                                                                                       

+  1 1 A 72 

+  2 1 A 79 

…
+  363 13 G 31 

+  364 13 G 31

+ ", sep=" ")

> 

> options(scipen=999) # suppressing scientific notation

> 

> rubber <- read.table(my.datafile, header=FALSE, col.names=c("obs", "lab", "material", "stretching")) 

>   

> # Note we could also save the data columns into a file and use a command such as:

> # rubber <- read.table(file = "z:/stat_516/filename.txt", header=FALSE, col.names = c("obs", "lab", "material", "stretching"))

> 

> attach(rubber)

> 

> # The data frame called rubber is now created, 

> # with four variables, obs, lab, material, and stretching.

> ##

> #########

> ####################################################################

> 

> ############################################################################### 

> # Here we treat the experiment as a Randomized Block Design (RBD).              

> # The lm() and anova() functions will do a standard ANOVA for a RBD. 

>                                  

> # We specify that lab and material are factors with the factor() function:

> 

> lab <- factor(lab)

> material <- factor(material) 

> 

> rubber.RBDsamp.fit <- lm(stretching ~ lab + material + lab:material);

> anova(rubber.RBDsamp.fit)

Analysis of Variance Table

Response: stretching

              Df Sum Sq Mean Sq  F value                Pr(>F)    

lab           12  30328    2527  124.687 < 0.00000000000000022 ***

material       6 268778   44796 2210.035 < 0.00000000000000022 ***

lab:material  72  23807     331   16.313 < 0.00000000000000022 ***

Residuals    273   5534      20                                   

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

>    

> # stretching is the response variable, material is the treatment factor,  

> # and lab represents the blocks. 

> 

> # We MUST specify the lab:material interaction in the lm statement!!!    

> # This will serve as our "experimental error" term.                         

> # The regular "Residuals" (i.e., "Error") line in R will serve as 

> # our "sampling error" term.  

> 

> 

> # This code performs the F-test for a MATERIAL (treatment) effect, where

> # the correct denominator involves the LAB*MATERIAL (experimental error) term:

> 

> MS.Trt <- anova(rubber.RBDsamp.fit)["material","Mean Sq"]

> MS.Exper.Error <- anova(rubber.RBDsamp.fit)["lab:material","Mean Sq"]

> df.Trt <- anova(rubber.RBDsamp.fit)["material","Df"]

> df.Exper.Error <- anova(rubber.RBDsamp.fit)["lab:material","Df"]

> 

> F.statistic <- MS.Trt/MS.Exper.Error; print(paste("F = ", round(F.statistic,4)))

[1] "F =  135.4778"

> P.Value <- pf(F.statistic, df1=df.Trt, df2=df.Exper.Error, lower.tail=F); print(paste("P-value of F-test = ", round(P.Value,4)))

[1] "P-value of F-test =  0"

> 

> # Clearly there is a significant MATERIAL effect (F = 135.48, P-value < .0001). 

> 

> ##########################

> 

> # The sample mean stretching amounts for each material, listed from smallest to largest:

> 

> sort( tapply(stretching, material, mean) )

        F         E         C         G         D         A         B 

 26.64808  26.88462  29.43462  38.69231  51.62115  58.29615 108.98846 

> 

> # Now, which of these means are significantly different?

> 

> # Some code for the

> # Tukey procedure:

> 

> # Specifying the experimentwise significance level:

> alpha <- 0.05

> 

> df.Blk <- anova(rubber.RBDsamp.fit)["lab","Df"]

> 

> n <- 4 # (Since there are 4 observations per treatment-block combination here!)

> 

> 

> pairwise.diffs <- TukeyHSD(aov(rubber.RBDsamp.fit),conf.level=0)$material[,"diff"]

> 

> my.std.error <- sqrt(2*MS.Exper.Error/((df.Blk+1)*n))

> 

> my.T <- qtukey(1-alpha, df.Trt+1, df.Trt*df.Blk) / sqrt(2)

> 

> 

> # Tukey CIs for pairwise treatment mean differences among the methods:

> 

> lwr <- pairwise.diffs-my.T*my.std.error; upr <- pairwise.diffs+my.T*my.std.error

> 

> Tukey.CIs <- cbind(pairwise.diffs, lwr, upr)         

> print(Tukey.CIs) 

    pairwise.diffs        lwr        upr

B-A     50.6923077  39.875237  61.509378

C-A    -28.8615385 -39.678609 -18.044468

D-A     -6.6750000 -17.492070   4.142070

E-A    -31.4115385 -42.228609 -20.594468

F-A    -31.6480769 -42.465147 -20.831007

G-A    -19.6038462 -30.420916  -8.786776

C-B    -79.5538462 -90.370916 -68.736776

D-B    -57.3673077 -68.184378 -46.550237

E-B    -82.1038462 -92.920916 -71.286776

F-B    -82.3403846 -93.157455 -71.523314

G-B    -70.2961538 -81.113224 -59.479084

D-C     22.1865385  11.369468  33.003609

E-C     -2.5500000 -13.367070   8.267070

F-C     -2.7865385 -13.603609   8.030532

G-C      9.2576923  -1.559378  20.074763

E-D    -24.7365385 -35.553609 -13.919468

F-D    -24.9730769 -35.790147 -14.156007

G-D    -12.9288462 -23.745916  -2.111776

F-E     -0.2365385 -11.053609  10.580532

G-E     11.8076923   0.990622  22.624763

G-F     12.0442308   1.227161  22.861301

> 

> # The CIs that DO NOT contain zero indicate that those pairs of means are significantly different.       

>                        
