> # Multiple Regression example  

> # California rain data 

> 

> # I am calling the data set "calirain".  

> # The variables are: number city precip altitude latitude distance.    

> 

> ##########

> ##

> # Reading the data into R:

> 

> my.datafile <- tempfile()

> cat(file=my.datafile, "

+  1 Eureka         39.57   43 40.8   1  

+  2 RedBluff       23.27  341 40.2  97  

…
+ 30 Colusa         15.95   60 39.2  91  

+ ", sep=" ")

> 

> options(scipen=999) # suppressing scientific notation

> 

> calirain <- read.table(my.datafile, header=FALSE, col.names=c("number", "city", "precip", "altitude", "latitude", "distance")) 

>   

> # Note we could also save the data columns into a file and use a command such as:

> # calirain <- read.table(file = "z:/stat_516/filename.txt", header=FALSE, col.names = c("number", "city", "precip", "altitude", "latitude", "distance"))

> 

> attach(calirain)

        The following object(s) are masked from package:datasets :

         precip 

> 

> # The data frame called calirain is now created, 

> # with six variables (four of which we will use in the analysis).

> ##

> #########

> 

> # The lm() function gives us a basic regression output:  

> 

> rain.reg <- lm(precip ~ altitude + latitude + distance)

> summary(rain.reg)

Call:

lm(formula = precip ~ altitude + latitude + distance)

Residuals:

     Min       1Q   Median       3Q      Max 

-28.7221  -5.6030  -0.5315   3.5102  33.3171 

Coefficients:

               Estimate  Std. Error t value Pr(>|t|)    

(Intercept) -102.357429   29.205482  -3.505 0.001676 ** 

altitude       0.004091    0.001218   3.358 0.002431 ** 

latitude       3.451080    0.794863   4.342 0.000191 ***

distance      -0.142858    0.036340  -3.931 0.000559 ***

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

Residual standard error: 11.1 on 26 degrees of freedom

Multiple R-Squared: 0.6003,     Adjusted R-squared: 0.5542 

F-statistic: 13.02 on 3 and 26 DF,  p-value: 0.00002205 

> 

> anova(rain.reg)

Analysis of Variance Table

Response: precip

          Df Sum Sq Mean Sq F value    Pr(>F)    

altitude   1  730.7   730.7  5.9329 0.0220220 *  

latitude   1 2175.3  2175.3 17.6612 0.0002752 ***

distance   1 1903.4  1903.4 15.4538 0.0005593 ***

Residuals 26 3202.3   123.2                      

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> #################################################################################** 

> 

> # Testing about sets of coefficients in R:  

> 

> # To test in R whether beta_1=beta_3=0, given that X2 is in the model  

> # we must specify the full model (with all variables included) and 

> # the reduced model (with ONLY latitude (X2) included)

> 

> rain.full.model <- lm(precip ~ altitude + latitude + distance)

> 

> rain.reduced.model <- lm(precip ~ latitude)

> 

> # This will give us the F-statistic and P-value for this test:

> 

> anova(rain.reduced.model, rain.full.model)

Analysis of Variance Table

Model 1: precip ~ latitude

Model 2: precip ~ altitude + latitude + distance

  Res.Df    RSS Df Sum of Sq      F   Pr(>F)   

1     28 5346.8                                

2     26 3202.3  2    2144.5 8.7057 0.001276 **

---

Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1 

> 

> 

> 

> #################################################################################** 

> 

> # INFERENCES ABOUT THE RESPONSE VARIABLE  

> 

> # We want to (1) estimate the mean precipitation for cities of altitude 100 feet,  

> # latitude 40 degrees, and 70 miles from the coast.                        

> # and (2) predict the precipitation of a new city of altitude 100 feet,    

> # latitude 40 degrees, and 70 miles from the coast.                        

> 

> 

> # The predict() function will give us CIs for the mean of Y and PIs for Y,  

> # for the values of X1, X2, X3 in the data set.  

> 

> x.values <- data.frame(cbind(altitude = 100, latitude = 40, distance = 70))                            

> 

> # getting the 90% confidence interval for the mean at X1=100, X2=40 and X3=70:

> 

> predict(rain.reg, x.values, interval="confidence", level=0.90)

          fit      lwr      upr

[1,] 26.09477 19.95278 32.23676

> 

> # getting the 90% prediction interval for a new response at X1=100, X2=40 and X3=70:

> 

> predict(rain.reg, x.values, interval="prediction", level=0.90)

          fit      lwr      upr

[1,] 26.09477 6.194312 45.99523

> 

> #################################################################################** 
> ### The following code will produce residual plots for this multiple regression *** 

> 

> # residual plot:

> 

> plot(fitted(rain.reg), resid(rain.reg)); abline(h=0)

>
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> # Q-Q plot of the residuals:

> 

> qqnorm(resid(rain.reg))

> 

> #####################################################################################** 
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> # Getting Variance Inflation Factors is easy in R:                          

> 

> # To get VIF's, first copy this function (by Bill Venables) into R:

> 

> ####################################

> ##

> #

> vif <- function(object, ...)

+ UseMethod("vif")

> 

> vif.default <- function(object, ...)

+ stop("No default method for vif. Sorry.")

> 

> vif.lm <- function(object, ...) {

+   V <- summary(object)$cov.unscaled

+   Vi <- crossprod(model.matrix(object))

+         nam <- names(coef(object))

+   if(k <- match("(Intercept)", nam, nomatch = F)) {

+                 v1 <- diag(V)[-k]

+                 v2 <- (diag(Vi)[-k] - Vi[k, -k]^2/Vi[k,k])

+                 nam <- nam[-k]

+         } else {

+                 v1 <- diag(V)

+                 v2 <- diag(Vi)

+                 warning("No intercept term detected. Results may surprise.")

+         }

+         structure(v1*v2, names = nam)

+ } 

> #

> ##

> #####################################

> 

> # Then use it as follows:

> 

> vif(rain.reg)

altitude latitude distance 

1.536447 1.057748 1.493345 

> 

> #####################

> 

> # Getting Influence Statistics is easy In R:

>                    

> # The studentized residuals we discussed in class           

> # (which we compare in absolute value to 2.5) are the       

> # internally studentized residuals.      

> 

> # rstandard gives the INTERNALLY studentized residuals 

> # (what SAS calls "Student Residual")

> 

> rstandard(rain.reg)

           1            2            3            4            5            6            7 

 0.107800522 -0.061716575 -0.312275645  0.355514998  1.035614068 -0.542297448 -0.104113401 

           8            9           10           11           12           13           14 

-0.828704478  1.395722121 -0.842258610  0.006989693 -0.150945461 -0.350069344 -0.471480620 

          15           16           17           18           19           20           21 

-0.891040867  1.098956696  0.118052633 -0.713830729 -2.849768693  1.080889505  0.274137418 

          22           23           24           25           26           27           28 

 0.066776263 -0.039934708 -0.906269235  1.157541443  0.008171686 -0.711745114  0.688420227 

          29           30 

 3.383854694 -0.399465494 

> 

> # getting the measures of influence:

> # Gives DFFITS, Cook's Distance, Hat diagonal elements, and some others.

> 

> influence.measures(rain.reg)               

Influence measures of

         lm(formula = precip ~ altitude + latitude + distance) :

      dfb.1_  dfb.altt   dfb.lttd dfb.dstn    dffit cov.r      cook.d    hat inf

1  -0.031720 -0.005837  0.0353240 -0.02116  0.04775 1.406 0.000592502 0.1694    

2   0.015096  0.011977 -0.0157509 -0.00742 -0.02202 1.324 0.000126093 0.1169    

3  -0.102106 -0.124670  0.0976650  0.06592 -0.16000 1.466 0.006630640 0.2138   *

4  -0.064431 -0.011068  0.0757796 -0.06725  0.12793 1.301 0.004234418 0.1182    

5  -0.067901  0.525299  0.0648605 -0.12449  0.63557 1.360 0.100695353 0.2730    

6   0.033449  0.011072 -0.0496176  0.09041 -0.15799 1.215 0.006416775 0.0803    

7   0.012466  0.017885 -0.0138634 -0.00883 -0.02855 1.259 0.000211792 0.0725    

8   0.027910  0.044375 -0.0481682  0.07498 -0.20226 1.114 0.010355589 0.0569    

9   0.213613  0.710325 -0.2176639 -0.14447  0.83082 1.149 0.166020104 0.2542    

10 -0.015675  0.014521 -0.0077539  0.11930 -0.22187 1.121 0.012449977 0.0656    

11  0.000093 -0.001249 -0.0000566  0.00129  0.00194 1.264 0.000000983 0.0745    

12 -0.013906 -0.002126  0.0094275  0.02627 -0.04379 1.268 0.000498141 0.0804    

13 -0.035382 -0.011984  0.0274252  0.04030 -0.08389 1.216 0.001820985 0.0561    

14 -0.053550  0.033641  0.0473859 -0.02216 -0.10788 1.191 0.003000041 0.0512    

15 -0.031305 -0.075020  0.0439881 -0.21301 -0.36210 1.205 0.033048893 0.1427    

16 -0.202922  0.269422  0.2028447 -0.01763  0.47553 1.147 0.056061365 0.1566    

17  0.022447  0.004473 -0.0189702 -0.02083  0.03879 1.298 0.000391069 0.1009    

18  0.139773 -0.035928 -0.1304411 -0.16430 -0.31949 1.302 0.026018709 0.1696    

19  1.078644 -0.445710 -1.0826789 -0.09222 -1.55337 0.317 0.431408237 0.1752   *

20  0.186460 -0.283731 -0.2018180  0.49799  0.57856 1.250 0.083118581 0.2215    

21  0.057229  0.005164 -0.0520690 -0.01539  0.07684 1.251 0.001530506 0.0753    

22  0.014269  0.002335 -0.0125414 -0.00912  0.02119 1.291 0.000116706 0.0948    

23 -0.009279 -0.000669  0.0082082  0.00533 -0.01341 1.307 0.000046738 0.1049    

24  0.060666  0.128376 -0.0738324 -0.05514 -0.21949 1.090 0.012130082 0.0558    

25  0.297799 -0.285425 -0.3042329  0.42536  0.58079 1.182 0.083183587 0.1989    

26  0.002628  0.000339 -0.0023937 -0.00128  0.00334 1.374 0.000002909 0.1484    

27 -0.172811 -0.077115  0.1654081  0.01224 -0.21939 1.186 0.012270294 0.0883    

28  0.008072 -0.300581 -0.0177535  0.38001  0.42188 1.504 0.045432044 0.2772   *

29 -1.688239 -0.311130  1.8453768 -0.92128  2.30700 0.146 0.774362399 0.2129   *

30  0.069274  0.079890 -0.0738523 -0.04762 -0.12640 1.260 0.004128327 0.0938    

> 

> #####################################################################################**

